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This report provides key insights for healthcare 
and life sciences leaders to shape their AI 
agent strategy for 2026 and beyond. Within 
each trend, you will find real-life examples, 
technical resources, and customer stories  
to share with your teams for deeper learning.

These trends were identified using a blend 
of qualitative and quantitative data, including 
internal Google Cloud and Google DeepMind 
interviews with AI leaders, customer case 
studies, and insights from The ROI of AI in 
healthcare and life sciences 2025 report 
(based on a global survey of 605 executives 
in healthcare and life sciences), with analysis 
using NotebookLM and Google AI Studio.

About this 
report

Want to dig deeper into the trends? 
NotebookLM is ready to help—simply click the 
icon for an interactive version of this report.

Ask the report

https://services.google.com/fh/files/misc/roi_2025_health.pdf
https://services.google.com/fh/files/misc/roi_2025_health.pdf
https://notebooklm.google.com/notebook/33421252-5e54-4c17-9d80-491471c38aa7
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AI agents are 
redefining business 
value in 2026
The ceiling for human 
achievement has been lifted.
While headlines focus on the distant future 
of Artificial General Intelligence (AGI), the 
decisive shift for business is happening  
right now. That shift is agentic AI. This is  
AI that moves beyond answering questions 
to understanding a goal, making a plan, and 
taking actions across applications to achieve it 
with extensive human guidance and oversight.

Due to this capability, AI is one of the first 
technologies that applies to every single 
person, in both our personal and professional 
lives. Its power lies in its ability to augment 
human capacity with better recall, faster  
data processing, and enhanced reasoning 
across research, the lab bench, device 
manufacturing, the hospital bedside, and the 
boardroom. Achieving this, however, depends 
on ensuring widespread access, necessary 
skills development, and broad participation  
for everyone.

In this report, we explore five key AI agent 
trends shaping healthcare and life sciences 
in 2026. Unlocking the value of these trends 
requires more than simply adopting new tools. 
It also demands that leaders question old 
assumptions and drive the cultural change 
necessary to thrive in this new, agentic AI era.

What are AI agents?
Agents are systems that combine the 
intelligence of advanced AI models with 
access to tools so they can take actions 
on your behalf, under your control.

I/O, May 2025 
Keynote by Sundar Pichai, CEO, Google

https://youtu.be/eIUqw3_YcCI?si=e6BKEkwaHfN173Ho&t=676
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5 AI trends shaping 
healthcare and life 
sciences in 2026

Agents for every employee

Empowering individuals to 
achieve peak productivity 

1

Agents for every workflow

Running your business with 
grounded agentic systems

2

Agents for security

Advancing security 
from alerts to action

4

Agents for your patients3

Delighting patients with 
concierge-like experiences

Agents for scale5

Upskilling talent will be the 
ultimate driver of business value



Empowering 
individuals to 
achieve peak 
productivity

Trend 1 2 3 4 5

Agents for 
every employee
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Agents for every employee1 2 4 53

The most significant 
business shift of 2026 isn’t 
just about efficiency; it’s  
a fundamental, employee-
centric transformation. 
This new agentic model is designed to 
expand the potential of every individual, 
turning them into the primary engine for 
innovation and growth. 

This change stems from a behavioral shift in 
the human-computer interface, moving from 
instruction-based computing (e.g., analyzing 
a spreadsheet, developing code) to intent-
based computing. In 2026, employees will be 
increasingly able to state a desired outcome, 
and the computer—using LLMs and agents—
determines how to deliver it.

44%
of healthcare and life sciences executives in organizations that use gen AI have 
AI agents in production,1 deploying them across a wide range of use cases2

1 Google Cloud, The ROI of AI in HCLS, 2025 (HCLS executives whose organization is leveraging agentic AI: n=605; Question: (1) How 
are AI agents leveraged across the enterprise? (2) How many AI agents does your company currently have deployed in production 
across your organization?)
2 Google Cloud, The ROI of AI in HCLS, 2025 (HC executives whose organization is leveraging agentic AI: n=164; LS executives whose 
organization is leveraging agentic AI: n=105. Question: What use cases has your company deployed AI agents for?)

In healthcare: In life sciences:

39% 37%use agents for inventory 
tracking and restocking

use them for quality control

36% 36%use them for automated 
document processing

use them for automated 
document processing

35% 33%use them for  
regulatory compliance

use them for supply  
chain risk identification  
and process augmentation

https://services.google.com/fh/files/misc/roi_2025_health.pdf
https://services.google.com/fh/files/misc/roi_2025_health.pdf


7

The future of healthcare isn’t centralized AI—
it’s agents for every employee. This paradigm 
shift turns every nurse, doctor, and researcher 
into a highly supported professional. Agents 
learn the patient journey, automate the 
administrative burden, and deliver proactive 
insights, finally making the long-promised 
‘Learning Health System’ a reality. The goal is 
simple: 100x efficiency for the workforce, and 
exponentially better outcomes for the patient.”

Agents for every employee1 2 4 53

Director, Healthcare,  
Global Strategic Industries, Google Cloud

Aashima 
Gupta 
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A new integrated 
working model
In this new model, every 
employee—from an entry-
level analyst to a senior vice 
president—becomes a human 
supervisor of agents. 
Their primary job is no longer to perform 
every mundane task personally, but rather to 
orchestrate a team of specialized AI agents with 
guardrails put in place to achieve a goal. This 
model is about more than just delegation; it’s 
about augmentation. The real power comes from 
giving every employee agents grounded in the 
company’s own enterprise context—its internal 
systems, knowledge bases, customer data, and 
past work—to elevate the impact of their efforts.

What is grounding in AI?
It is the process of anchoring an AI model’s 
responses to a specific, verifiable set of 
facts—its “ground truth.” For an enterprise, 
this ground truth is its own internal data.

Learn more

Agents for every employee1 2 4 53

https://docs.cloud.google.com/vertex-ai/generative-ai/docs/grounding/overview
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The employee’s core function becomes 
providing strategic direction. Their new 
responsibilities are to:

Agents for every employee1 2 4 53

Delegate mundane or repetitive tasks
Identify which tasks are best suited for an 
agent and assign them.

Set goals
Clearly define the desired outcome 
for the agent.

Outline strategy
Use their human judgment to guide  
the agents and make the final, nuanced 
decisions that AI can’t.

Verify quality
Act as the final checkpoint for quality, 
accuracy, and tone.



10

The 10x  
pharmaceutical 
scientist

How it works

A pharmaceutical scientist’s job used to be a 
constant scramble of manual literature reviews, 
tedious data cleaning, troubleshooting assay 
parameters, and drafting repetitive compliance 
documentation. In 2026, they can orchestrate 
a system of specialized AI agents, such as 
Google’s AI co-scientist, a collaborative tool that 
can help scientists in creating novel hypotheses 
and research plans.

Agents for every employee1 2 4 53

With agents focusing on specific operational 
workflows, the scientist can multiply their 
output by focusing on high-impact strategic 
improvements such as identifying novel drug 
targets, designing breakthrough molecular 
structures, and accelerating the timeline from 
discovery to clinical trials.

An example of a Gemini Enterprise app home page

Scientist

The scientist interacts 
with the system by 

specifying a research 
goal in natural 

language. They can 
also suggest their own 

ideas and proposals, 
provide feedback and 
reviews, and interact 
via a chat interface 

to guide the 
co-scientist system.

Discuss via chat 
interface

AI co-scientist

The AI co-scientist 
continuously generates, 

reviews, debates, and 
improves research 

hypotheses and 
proposals toward the 

research goal provided 
by the scientist.

Scientist inputs The AI co-scientist 
multi-agent system

Research goal
Scientist describes 

a research goal along 
with preferences, 

experiment constraints, 
and other attributes.

Add idea
Review idea

Discuss research

Generation agent

 Literature 
exploration

Simulated 
scientific debate

Research proposals 
and overview

Top-ranked research 
hypotheses and 

proposals are 
summarized into a 
research overview 

and shared with 
the scientist.

Ranking agent 
tournaments

Research hypotheses 
comparison and 

ranking with scientific 
debate in tournaments. 

Limitations and top 
win-loss patterns are 

summarized and 
provided as feedback 
to other agents. This 

enables iterative 
improvement in quality 
of research hypothesis 
generation, creating a 
self-improving loop.

Reflection agent

Full review with 
web search

Simulation review

Tournament review

Deep verification

Evolution agent

Inspiration from 
other ideas

Simplification

Research extension

Proximity 
check agent

Memory

Meta-review agent
Research overview

formulation

Research plan 
configuration

Tool use
Search

Additional tools

AI

https://blog.google/feed/google-research-ai-co-scientist/
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The pharmaceutical scientist’s 
specialized agent system

The scientist’s new role involves orchestrating three specialized agents to  
help manage the drug discovery pipeline with their guidance and oversight:

Data tip
Teams can use data agents 
as an intelligence multiplier.

Learn how

Agents for every employee1 2 4 53

Following the scientist’s review, modification, 
and final approval of the results, the agent can 
be directed to prepare technical reports for 
investigational new drug (IND) submissions. 
Under the scientist’s ongoing supervision and 
direction, the agent also manages coordination 
with cross-functional teams for subsequent 
development stages, ensuring that any 
anomalies are referred to human experts.

Knowledge discovery agent
Accelerates hypothesis generation by 
scanning global biomedical literature, 
patent databases, and internal repositories 
to identify potential drug targets. It 
provides real-time competitive landscape 
analysis and suggests lead compounds 
tailored to specific therapeutic areas with 
the scientist’s guidance and oversight.

Data analysis and reporting agent
Post-experiment, this agent aggregates 
high-throughput screening data and 
manages a smart handoff to the scientist.

Experimental design  
and simulation agent
Simulates molecular interactions to 
predict efficacy and toxicity, optimizes 
assay parameters for wet-lab validation, 
and drafts experimental protocols based 
on the discovery data. This ensures the 
scientist has a high-probability strategy 
fully mapped out before entering the lab 
or choosing to direct automation.

https://services.google.com/fh/files/misc/conversational_analytics.pdf
https://docs.cloud.google.com/agent-assist/docs/handoff
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Agents for every employee1 2 4 53

The National Cancer Institute, which supports more 
than 3,000 scientists, partnered with Google Cloud 
and Barnacle Labs to develop NanCI—an app using 
Gemini to recommend research papers and facilitate 
collaboration among cancer researchers. The AI-
powered app helps scientists manage the volume 
of more than 500 cancer research papers published 
daily with personalized recommendations and social 
networking features.

Ready to 10x your team?
Gemini Enterprise Agent Platform enables 
employees to build and manage their own 
specialized AI agents.

Try now

http://business.gemini.google


Trend 21 3 4 5

Agents for 
every workflow

Running your 
business with 
grounded 
agentic 
systems
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Agents for every workflow2 4 531

An agentic system in healthcare and  
life sciences can help practitioners  
build a digital diagnostics pipeline with 
guardrails in place. 

This human-guided, multi-step end-to-end 
workflow orchestrates multiple specialized 
agents to run a complex life sciences or 
clinical process with human guidance 
and oversight, whether it’s accelerating 
drug discovery from target ID to lead 
optimization, or managing the patient  
care continuum from triage to follow-up. 

The true value in 2026 begins with 
augmenting the capabilities of clinicians, 
researchers, and administrators—and 
continues to grow by making the entire 
health system run more intelligently and 
efficiently, 24/7, at scale. 

34%

35%

of healthcare executives 
say their organizations 
have launched more  
than 10 AI agents3

of life sciences executives 
say their organizations 
have launched more  
than 10 AI agents3

Agents are transforming life sciences compliance 
from a bottleneck into a competitive advantage. 
By integrating disparate data sources with native 
traceability, these agentic workflows ensure that 
every document is drafted with precision, verified 
in real-time, and ready for the demands of a 2026 
healthcare and life sciences system.”

3 Google Cloud, The ROI of AI in HCLS, 2025 (HC executives: n=390; LS executives: n=215. Question: How many 
AI agents does your company currently have deployed in production across your organization?)

Director, Life Sciences,  
Global Strategic Industries,  
Google Cloud

Shweta 
Maniar 

https://services.google.com/fh/files/misc/roi_2025_health.pdf
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Agents for every workflow2 4 531

Digital assembly line: 
Orchestrating agentic 
systems
A digital assembly line 
is made possible by the 
Agent2Agent (A2A) protocol.
This open standard enables seamless  
integration and orchestration between  
AI agents, allowing them to work together  
even if they are from different developers,  
built on different frameworks, or owned  
by different organizations. 

While LLMs are the “brains” of these agents,  
they have two major limitations: their knowledge 
is frozen at the time of their training, and they 
can’t interact with the outside world to access 
real-time data or perform actions. 

The Model Context Protocol (MCP) solves this.  
It creates a standardized, two-way connection  
for AI applications, allowing LLMs to easily 
connect with various data sources and tools, 
such as managed databases (e.g., Cloud SQL, 
Spanner) and data platforms (e.g., BigQuery).

Local agents Local agents

Gemini Enterprise Agent Platform 
(API, 3P)

Agent Development Kit (ADK)

MCP MCP

Agent framework

LLM

APIs and enterprise applications APIs and enterprise applications

Organizational or
technological

boundaries

A2A protocol

https://cloud.google.com/sql
https://cloud.google.com/spanner
https://cloud.google.com/bigquery
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Agents for every workflow2 4 531 Agents for every workflow2 4 531

Elanco, a global leader in animal health, uses  
Gemini models within its Elanco.ai platform  
to automatically sort, extract key insights from, 
compare, and restructure information from over  
2,500 unstructured policy and procedure documents 
per manufacturing site. The AI agent improves 
accuracy and consistency, reducing the risk of 
outdated or conflicting information that could cost  
up to $1.3 million in productivity impact at large sites.

Data tip
Discover how your data teams  
can ground AI in your business data.

Get started

https://services.google.com/fh/files/misc/a_practical_guide_to_data_science_with_google_cloud.pdf
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Over the next few years, we will see 
significant growth in Agent2Agent 
operations implemented across industries. 
For example, AI agents at hospitals could 
work directly with labs or insurance agents, 
provided the patient grants permission to 
handle their sensitive health data.”

AI GTM & Sales LATAM, 
Google Cloud

Marcel 
Silva

Agents for every workflow2 4 531 Agents for every workflow2 4 531
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How it works

Today’s healthcare billing 
and reimbursement systems 
assume a human billing 
specialist is directly initiating 
every financial transaction 
or claim settlement. 

Agentic revenue  
cycle management 
(RCM) in action

Agents for every workflow2 4 531

This poses a fundamental challenge for 
security and operations: What happens when 
a non-human entity (the agent) is making the 
final decision to settle a claim or authorize a 
payment plan, based on pre-approval from  
a provider or patient?

An agent initiating a settlement with human 
oversight can utilize a framework such as the 
Agent Payments Protocol (AP2)—an open 
protocol—to provide cryptographically-signed 
proof of patient authorization. This enables 
healthcare providers to authenticate that the 
request reflects the patient’s true intent and 
establishes a clear audit trail for accountability  
in the event of a fraudulent transaction.



19

For example, a healthcare provider discovers that 
a high-value claim for a surgical procedure has 
been denied due to a coding technicality. Instead 
of a manual appeal, they can instruct their RCM 
agent to act with their guidance and oversight:

“Negotiate the settlement for this 
denied claim. You are authorized 
to accept a reimbursement rate 
of 85% or higher. Do not settle 
if the payout is less than $2,500 
without my direct review.” 

The agent then monitors communications with the 
insurance payer, provides the necessary clinical 
documentation as requested, and, with the provider’s 
pre-approved financial parameters as well as guidance 
and oversight, executes a secure settlement the 
moment the payer’s offer meets the specific criteria. 
This captures revenue that might otherwise have 
been tied up in months of manual appeals or lost to 
administrative overhead. It can also help patients 
by reducing the time it takes for errors in the claim 
submission process to be corrected.

Try Gemini Enterprise 
Agent Platform

Get started

Agents for every workflow2 4 531

Servier is leveraging AI and generative AI to 
accelerate drug discovery, enhance clinical 
development, and optimize our entire value chain, 
ultimately aiming to deliver innovative solutions 
faster to patients with unmet medical needs.”

Claude Bertrand
EVP Research and Development, and Chief Scientific Officer, Servier

https://cloud.google.com/vertex-ai


Trend 31 2 4 5

Agents for  
your patients

Delighting 
patients with 
concierge-like 
experiences
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4 Google Cloud, The ROI of AI in HCLS, 2025 (HC executives whose organization is leveraging agentic AI: n=164; LS executives 
whose organization is leveraging agentic AI: n=105. Question: What use cases has your company deployed AI agents for?)

Agents for your patients3 4 51 2

44% 38%
of healthcare executives at 
organizations with AI agents 
in production report adopting 
agents for patient experience4

of life sciences executives at 
organizations with AI agents 
in production report adopting 
agents for patient experience4

For the last decade, automating 
the patient experience meant 
pre-programmed chatbots  
to answer simple questions  
and deflect support tickets. 
They were efficient, but they lacked the ability to 
understand more nuanced and complex questions. 

With advances in LLMs and A2A, 2026 will  
deliver more helpful concierge-style agents.  
These AI agents will connect providers and  
patients by remembering preferences and past  
conversations to offer truly one-to-one experiences.

https://services.google.com/fh/files/misc/roi_2025_health.pdf
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The greatest promise of agentic AI in 2026  
is moving healthcare from a reactive system 
into a predictive learning health system.  
For providers, this means agents that integrate  
data from imaging, EHRs, claims, and more, 
and use the data to deliver proactive insights 
directly into the clinician’s workflow. This would 
allow preemptive risk management across 
patient populations and the democratization  
of high-quality healthcare.”

Aashima 
Gupta
Director, Healthcare,  
Global Strategic Industries, Google Cloud

Agents for your patients3 4 51 2
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Personalization 
at scale

Agents for your patients3 4 51 2

Patients no longer have  
to start every conversation  
by proving who they are or 
re-explaining their problem.

Chatbot

The difference isn’t just the AI, it’s the data. 
The agentic concierge can succeed because 
it is grounded in a clinical and administrative 
context you choose to share for a particular 
patient—from medical history in the EMR/
EHR to authorization status in the insurance 
payer portal. By integrating these silos, the 
agent moves from being a simple interface 
to a knowledgeable healthcare advocate 
with human guidance and oversight.

“Please enter your date of birth 
and 10-digit member ID.”

Agentic concierge

“Hi, Elizaveta. 
This is your clinic’s automated 
assistant. I saw your chat 
message about the orthopedic 
brace that was prescribed for 
you last Tuesday. Our records 
show it has arrived at the clinic 
and is ready for pickup. Would 
you like to schedule a fitting, 
or would you like like to authorize 
the copay and have it shipped 
directly to your home?”
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Agents for your patients3 4 51 2

The next big thing for agentic AI in healthcare 
will be patient support. Patients often struggle to 
navigate the system, especially if there’s a long 
wait to speak with a doctor. A personal AI assistant 
that can answer their questions based on validated 
clinical data would make a huge difference.” 

Zafar Chaudry
Chief Digital Officer & Chief AI and Information Officer,  
Seattle Children’s Hospital
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How it works

The patient experience is 
defined by its helpfulness. 
An agentic concierge doesn’t wait for a 
complaint. It monitors systems for triggers 
and resolves problems using real-time  
data to provide insights and take actions 
with human guidance and oversight. 

Insightful and 
always-on help

Gemini Enterprise Search
Agent Studio

Agents for your patients3 4 51 2

Try Gemini Enterprise  
for Customer Experience

Get started

http://cloud.google.com/products/gemini-enterprise-for-customer-experience
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Building trust through 
proactive patient service 
means turning friction  
into care.
Imagine this scenario: a hospital system  
flags a physician’s schedule as “unavailable” 
due to an unexpected emergency at 8 AM. 
Instead of waiting for a frustrated patient 
to arrive at an empty office, the concierge 
agent takes the following steps with human 
guidance and oversight:

Checks the backend: Confirms the 
physician’s emergency status and 
identifies all patients scheduled for 
that morning.

Applies credits: Accesses the billing 
system to waive the patient’s copay or 
apply a “convenience credit” to their 
account for the disruption.

Accesses scheduling: Checks the 
scheduling system to find and hold the first-
available slots for the following morning.

Proactive notification: Sends a  
secure message: 

“Hi, we’re so sorry. Dr. Miller has an 
unexpected emergency this morning. 
As a gesture for the inconvenience, I’ve 
waived the copay for this visit. I’ve saved 
a slot for you tomorrow at 9:30 AM. 
Please reply ‘Yes’ to confirm or respond 
with your preferred time.”

2

3

4

The problem is resolved before the patient feels 
the impact. The agent is designed to execute a 
“smart handoff” with a full summary for complex 
or emotionally charged issues, and a healthcare 
professional can step in if the case requires  
more nuanced clinical or personal attention.

1

Agents for your patients3 4 51 2
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Agents  
for security

Advancing 
security 
from alerts 
to action
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In a modern security operations 
center (SOC), human analysts 
face a constant stream of data 
and alerts. 

In fact, 82% are concerned or very concerned 
that they may be missing real threats or 
incidents due to the amount of alerts and  
data they are faced with.5 This “alert fatigue”  
is the attacker’s greatest advantage—they 
only need to be right once, while the defender 
has to be right every single time.

While security orchestration automation and 
remediation (SOAR) solutions deliver some 
automation, they may offer only incremental 
benefits. But with their ability to reason, act, 
observe, and adjust actions based on new 
information, AI agents have the potential to  
help security teams identify and respond to 
threats more effectively. 

Expanded Secure AI Framework 2.0 can help 
address the rapidly emerging risks posed 
by autonomous AI agents. Additionally, 
early results from DeepMind’s research on 
CodeMender, a new AI-powered agent that 
improves code security automatically, already 
demonstrated its ability to find new zero-day 
vulnerabilities in well-tested software.

In 2026, AI agents will increasingly help with  
tasks like vulnerability discovery as well as  
alert triage and investigation. 

5 Forrester, Threat Intelligence Benchmark: Stop reacting; start anticipating, 2025
6 Google Cloud, The ROI of AI in HCLS, 2025 (HC executives whose organization is leveraging 
agentic AI: n=164; LS executives whose organization is leveraging agentic AI: n=105. Question: 
What use cases has your company deployed AI agents for?)

49%

34%

of healthcare executives at 
organizations with AI agents 
in production report adopting 
agents for security operations 
and cybersecurity6

of life sciences executives at 
organizations with AI agents 
in production report adopting 
agents for security operations 
and cybersecurity6

https://saif.google/focus-on-agents
https://deepmind.google/blog/introducing-codemender-an-ai-agent-for-code-security/
https://services.google.com/fh/files/misc/forrester_state_of_threat_intel_2025.pdf
https://services.google.com/fh/files/misc/roi_2025_health.pdf
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3 Agents for security4 51 2

Today’s CISO is laser-focused on 
achieving the greatest decrease of risk 
per dollar spent. Agents are essential to 
this, as they detect and respond faster to 
enterprise risks. More importantly, they 
elevate our SOC analysts from tactical 
responders to strategic defenders.”

Jon 
Ramsey
Vice President & General Manager, 
Security, Google Cloud 
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The semi-autonomous 
security operations cycle
An agentic SOC orchestrates a system of 
task-based AI agents, each with a specific 
role, to achieve a common security outcome.  
After receiving a security alert, the agentic SOC 
cycles through a process, engaging various agents:

This dynamic process of evaluating, acting, 
and re-evaluating enables the system to 
adapt to a changing security environment 
in real time, while freeing up time for human 
analysts to focus on higher-value work.

Multiple SOC agents need common enterprise 
context and can share the same security data 
sources (e.g., security telemetry data), regularly 
communicate, and adapt their actions through 
technologies like A2A and MCP. Agents should 
also be trained on continuously evolving real-
world insights from security experts. 

3 Agents for security4 51 2
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Security is the perfect use case for  
gen AI. It can hunt down threats and  
even remediate them around the clock.” 

Zafar Chaudry
Chief Digital Officer & Chief AI and Information Officer,  
Seattle Children’s Hospital

AI is already being used to find zero-
days, identify malicious code, and uplift 
the work of defenders. As threat actors 
incorporate the technology into their 
operations, it will be our best tool to 
meet this new challenge.” 

Sandra 
Joyce
Vice President of Threat Intelligence, 
Google Cloud 

3 Agents for security4 51 2
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How it works

Elevating the 
security analyst
With the addition of agentic systems acting as 
force multipliers, human analyst roles are expected 
to change for the better. AI agents can take on 
the draining, reactive work of “alert-watching,” 
shifting the human analyst to a more strategic 
level, engaging in activities such as:

Threat hunting
Using their intuition and experience to 
guide the agents. Example: “Agent, I have 
a hunch about this server. Hunt for any 
unusual outbound data transfers.”

Supervising agents
Fine-tuning the agents’ “rules of 
engagement” and “performance-
reviewing” their automated responses.

Defending
Focusing on long-term security posture, 
architecting better defenses and 
anticipating the next wave of attacks, 
rather than just chasing the current ones.

Explore Google 
Security Operations

Get started

3 Agents for security4 51 2

https://cloud.google.com/security/sec-ops


Trend 51 2 43

Agents  
for scale

Upskilling 
talent will be 
the ultimate 
driver of 
business 
value
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43 Agents for scale51 2

It is tempting to focus on the 
technology—the models, the 
platforms, and prompts—but 
this misses the most critical 
element: the people.

As AI is evolving, the skills gap is widening and it 
is getting harder for individuals and organizations 
to keep up. Skills themselves expire faster than 
ever: The “half-life” of a professional skill is now 
four years—and in tech, as short as two years.7

Both practitioners and decision-makers see the 
importance of closing this gap. Skills increase 
the ability to get hired, get promoted, and grow 
careers—plus, they have a positive impact on 
productivity, innovation, and revenue.

7 Forbes, AI Puts The Squeeze On The Shrinking Half-life Of Skills, 2024

AI offers an unprecedented opportunity for 
employees to harness the data and context 
around them. 2026 will be the year when 
every employee can go from guessing to 
knowing—but only if their organizations 
invest in the skills to make it possible.”

Global Director, Customer Training,  
Cloud Learning Services, 
Google Cloud 

Andrew 
Milo

https://www.forbes.com/sites/joemckendrick/2024/04/30/ai-puts-the-squeeze-on-the-shrinking-half-life-of-skills/
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82%

71%

61%

84%

29%

of decision-makers agree that 
technical learning resources help 
their organization stay ahead in AI

of organizations surveyed realize 
an increase in revenue since 
engaging with learning resources

of employees at organizations that  
have already implemented AI use AI daily 
(the remaining 39% using at least weekly)

would like a greater 
organizational focus on AI

say that AI is broadly advocated 
across their organizations

What executives are saying:8

What employees are saying:9

8 Google/Ipsos, Cloud Learning Services Market Pulse, fielded Sept.-
Nov. 2024 (US, UK, FR, DE, IN, BR, MX, JP, AU/NZ; Decision-makers 
(n=902). Findings reflect the opinion of survey respondents only)
9 Google, Beyond AI Optimism: Five ways to move your business 
from saving time to sparking innovation, 2025
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https://workspace.google.com/learning/report/content/beyond-ai-optimism
https://workspace.google.com/learning/report/content/beyond-ai-optimism


36

43 Agents for scale51 2

In 2026, the primary shift in employee 
scope will be the move toward agent 
orchestration. We are seeing the birth 
of a new professional identity, the Chief 
of Staff for AI, yet the market lacks a 
blueprint for this expertise. Because 
technical skills now expire faster than ever, 
our focus must shift from the platforms 
themselves to the people who lead them.”

Shweta 
Maniar
Director, Life Sciences,  
Global Strategic Industries, Google Cloud
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How it works

The 5 pillars 
of AI learning
To thrive, organizations must move 
beyond simply buying technology 
and focus on building an AI-ready 
workforce. This requires a holistic 
strategy built on five key pillars.

01
Establish goals
Figure out what is most important and  
what you can actually measure. For example, 
perhaps your business goal is 100% AI tool 
adoption within your organization. So, every 
team member would use a Gemini Enterprise 
app at some point in their workflow—assisting 
them with increased recall, faster processing, 
or enhanced reasoning—making the flow 
better than what they could have done on 
their own. Make sure your specific business 
goal aligns to the bigger picture of what the 
organization needs—and that it’s measurable.

43 Agents for scale51 2
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02

03

Secure sponsorship

Sustain momentum 
and reward innovation

Gathering a team together ensures that there 
is constant communication and momentum 
around your AI initiative. A good place to start 
is with a team of three primary stakeholders: an 
executive sponsor, the groundswell lead, and 
the AI accelerator. Let’s break these roles down.

To sustain engagement, the program should 
use a layered strategy centered on interactive 
platforms and consistent communication.  
Think of the program as a “digital hub” featuring 
a gamified idea exchange with a leaderboard 
to continuously collect and reward AI use 
cases and new ideas. Peer-to-peer knowledge 
should be highlighted in a way that showcases 
successful AI applications across various roles.

Maintain momentum through regular, 
multichannel communication, including weekly 
executive emails, content for all team meetings, 
and a quarterly awards program to recognize 
and reward top innovators.

The executive sponsor provides the 
necessary funding, high-level backing, and 
consistent messaging on AI’s importance.

The groundswell lead acts as the  
“AI megaphone” by managing grassroots 
campaigns, generating excitement,  
and collecting employee ideas. 

The AI accelerator is the technical  
expert responsible for transforming those 
prioritized ideas into functional solutions.

This structure ensures the program has 
the support to be funded, the momentum 
to engage employees, and the technical 
capability to deliver tangible AI tools.

43 Agents for scale51 2
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04 05
Integrate AI into 
daily workflows

Prepare for increasing risks 
with trusted frameworks

Keep the AI education going and tap into 
your team’s collective genius by hosting 
internal hackathons where small teams 
compete to develop and pitch innovative 
AI solutions. Winning concepts could even 
be integrated into the official program. 

Consider hosting Field Days, which are 
structured, challenge-based events that 
encourage teams to practice using the 
new custom AI tools and other innovations 
in a collaborative, practical setting. These 
can be both in-person and virtual.

As agent-accelerated cyber security risks 
become ever more sophisticated, security 
becomes everyone’s responsibility. It’s critical 
to ensure that employees understand their 
role—including training on what data can 
(and cannot) be used in AI tools, and how to 
recognize sophisticated threats like social 
engineering that uses AI.
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Try Google Skills
Find AI training courses and 
lessons on a wide range of topics.

Get started

https://www.skills.google/


The 2026 
opportunity: 
A path to 
business 
growth
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As we have explored in this 
report, AI agents are changing 
the path that healthcare and 
life sciences organizations  
are taking in 2026.

The curve for agentic systems might be steep 
for some organizations, but the true value is 
not just in the final product, but also in the 
innovation and optimization that happens 
during the process. 

The companies that experiment today are 
not just building tools; they are building 
the critical, in-house expertise to manage, 
govern, and scale this new capability.

Access to agentic AI capabilities will democratize 
insights, innovation, creativity, and growth, 
bringing value to patients, employees, and 
organizations. This opportunity is truly significant, 
but comes with tremendous responsibility to 
ensure that the promise of AI delivers secure, 
ethical, and fair outcomes for all.”

Anil 
Jain Global Managing Director, 

Global Strategic Industries, 
Google Cloud

The 2026 opportunity can seem technical, but it 
is fundamentally human. It’s about freeing your 
teams from the repetitive, low-value work that 
drains their energy, allowing them to focus on the 
creative, strategic, and empathetic work that only 
they can do. This is your path to building a faster, 
smarter, and, ultimately, more human company.
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