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Introduction

Al applications represent a rapidly growing class of cloud workloads, presenting unique challenges for cloud security
teams. These teams are tasked with protecting their organizations’ cloud assets without impeding the pace of critical
Al innovation.

Effectively securing cloud-based Al workloads begins with building a strong security foundation using the native
controls provided by the Cloud Service Provider (CSP). This Google Cloud security tech note provides guidance on
the recommended first steps to secure Al workloads running in Google Cloud.

Note: This document focuses on Google Cloud’s native security controls and associated best practices to protect
Google Cloud native Al services. Guidance for securing other Al-related services, such as Agentspace, will be
addressed in subsequent publications.

Step 1: Implement strong Identity and Access Management (IAM)

Identity and Access Management (IAM) helps build the security foundation in Google Cloud. It enables you to control
who has access to your Al resources and what they can do with them. While Google ensures the security of the
underlying infrastructure, users are responsible for securing their Al workloads and data within their Google Cloud
environment. To effectively implement IAM for Al workloads in Google Cloud, follow these best practices:

Principle of least privilege: Granting only necessary permissions

Grant users and service accounts only the minimal necessary permissions to perform their designated tasks. To do
this, avoid overly permissive roles like “Project Owner” or “Project Editor.” Here are recommended steps:

1. Inventory: Catalog all users and service accounts accessing your Al resources using the Cloud Asset Inventory

service. Document users’ roles and the specific resources they access.

2. Granular roles: Utilize pre-defined roles where appropriate, but create custom roles for fine-grained control.
For example, instead of granting “Storage Admin” to a service account that only needs to read training data,
create a custom role with only storage.objects.get and storage.objects.list permissions.

3. Automation: Use tools like Terraform or Deployment Manager to manage IAM policies as code. This allows for
version control, review, and automated deployment of IAM configurations, reducing the risk of human error.

Note: When Security Command Center is deployed in the Google Cloud environment, security teams can also:

« Use |IAM Role Recommender to review existing IAM policies, and identify and remove any excessive
permissions—with particular attention paid to custom roles tailored for specific Al workload needs.
Continuously monitor agent behavior to detect anomalies even within authorized actions.

« Proactively identify potential misconfigurations of Google Cloud resources used by Al projects, such as highly
privileged principals, dormant identities, and unrotated service account keys. These are powered by Security
Health Analytics detective controls and Cloud Infrastructure Entitlement Management (CIEM) findings that are
related to Al resources.
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Utilize human-in-the-loop (HITL) controls for sensitive actions that require human review, such as transferring
funds or modifying critical data. This can involve push-based approvals or workflow batching. You can define
tiered scopes where elevated permissions require explicit approval.

Strong authentication methods: Beyond passwords

Passwords alone are insufficient for securing Al resources. Multi-Factor Authentication (MFA) is crucial and is being
phased in as a mandatory protection for Google Cloud resources. Here are best practices for ensuring strong
authentication:

1.

Enforce MFA: Mandate MFA for all users, particularly those with administrative access to Al resources. Google
Cloud supports various MFA methods, including security keys, authenticator apps, and prompts.

Security keys: Prioritize security keys (e.g., FIDO2 compliant keys) as the strongest MFA option, providing
phishing-resistant authentication.

Context-Aware Access: Consider using Context-Aware Access to dynamically adjust access based on factors
like user location, device, and IP address. This adds an extra layer of security.

Password policies: Enforce strong password policies (e.g., length, complexity, rotation) for any accounts
where passwords are still used. However, the goal should be to minimize password usage in favor of stronger
MFA.

Note: When Security Command Center is deployed in the Google Cloud environment, it can identify users not using
MFA. Enabling MFA for users with elevated privileges, as detected by Security Command Center’s Security Health
Analytics, should be a top security priority.

Service accounts: Securing application access

Applications and automated processes should use service accounts, not user accounts, to access Google Cloud
resources. Here are best practices:

1.

Dedicated service accounts: Create a dedicated service account for each application or process that
requires access to Al resources. This isolates permissions and limits the impact of a compromised service
account.

Principle of least privilege (for service accounts): Grant service accounts only the specific permissions they
need. Avoid granting broad roles like “Editor” or “Owner.”

Workload identity federation: For applications running outside of Google Cloud (e.g., on-premises or in
another cloud), use Workload Identity Federation to securely grant access to Google Cloud resources without
needing to manage service account keys.

Service account key management: If they are absolutely necessary, rotate service account keys regularly.
Store them securely using a secrets manager like Google Cloud Secret Manager. Never embed keys directly in
application code.

Implement Zero Trust: Adopt a Zero Trust approach where agents are authenticated at every step and their
access is continuously verified, ensuring minimal necessary permissions to prevent lateral movement if an
agent is compromised.
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Note: When Security Command Center is deployed in the Google Cloud environment, it can identify service accounts
with excessive permissions, unrotated keys, or other security risks. These findings are highlighted in Security Health

Analytics findings.

Additional considerations for securing Al workloads

Data access control: Implement granular access control to Al training data and restrict access to sensitive
datasets based on roles and responsibilities.

Model access control: Control who can access and deploy Al models by implementing approval workflows
for model deployments. With Model Garden’s organization policy you can control which models are used and
deployed at the organization, folder, or project level. This helps enforce your organization’s Al policy by limiting
available models and reducing shadow IT risks in your Google Cloud environment.

API key management: Secure API keys used to access Al services. Use Secret Manager to store and manage
API keys securely and restrict API key usage to specific, trusted IP addresses or applications.

Strong application authentication: Apigee offers a comprehensive set of tools and policies to implement
strong application authentication, ranging from simple API key validation to more robust standards-based
approaches like OAuth 2.0 and JWT. The choice of method depends on the application-specific security
requirements, the type of applications accessing APIs, and the desired level of complexity.

Step 2: Implement data protection

Protecting Al data in Google Cloud is crucial as Al workloads often involve sensitive data. Google Cloud provides a
robust set of controls to address the specific needs of Al.

Data encryption

Encryption at rest (default): Data at rest is automatically encrypted for most storage services, including
Cloud Storage (used for datasets and model artifacts), Persistent Disk (for VMs running Al workloads), Feature
Store, Vertex Al model Registry, Vertex Al Workbench instances and BigQuery (for data warehousing used in Al
pipelines). This is transparent and requires no configuration.

Customer-managed Encryption Keys (CMEK): For enhanced control, you can use CMEK to manage the
encryption keys for Al resources. This allows you to:

Control key lifecycle: Generate, rotate, and disable encryption keys yourself using Cloud Key Management
Service (Cloud KMS).

Meet compliance requirements: CMEK helps meet regulatory requirements that mandate customer control
over encryption keys.

Use Hardware Security Modules (HSMs): Use HSMs to further secure your keys in hardware-backed modules.

Note: To meet compliance or regulatory requirements, customers have the option to import their own keys into KMS.

Encryption in transit (default): Data in transit is encrypted as it moves from Google Cloud datacenters to
users and clients using Transport Layer Security/Secure Sockets Layer (TLS/SSL).



Building a Secure Foundation to Protect Al Workloads in Google Cloud

Confidential Computing: For extremely sensitive data processing during Al training or inference, Confidential
Computing VMs (using technologies like Intel® SGX) can be used with VMs to encrypt data in memory while it is
being processed. This provides an additional layer of security against insider threats and vulnerabilities.

Confidential Space provides a trusted execution environment (TEE) on both AMD SEV and now Intel TDX
hardware (specifically C3 machine family)—secured by attestation and a hardened OS—to protect sensitive
data and models from both operators and cloud providers, allowing release only to authorized workloads.

VPC Service Controls: Define security perimeters around your Al resources within a Virtual Private Cloud
(VPC). This can help prevent data exfiltration by restricting access to authorized VPC networks and projects. By
limiting data movement across project boundaries, VPC Service Controls can be particularly important for Al
workloads and Al endpoints handling highly sensitive data.

Sensitive Data Protection (SDP)

Sensitive data discovery and masking: Use Sensitive Data Protection (SDP) to scan your datasets that

are used for Al training or inference to identify and classify sensitive data, such as Personally identifiable
information (PIl), protected health information (PHI) and Payment Card Industry - Data Security Standard (PClI-
DSS) data.

Data masking and anonymization: Use SDP to automatically mask, redact, tokenize, or pseudonymize
sensitive data before it is used in Al models. This helps reduce the risk of exposing sensitive information during
Al processing.

Real-time data inspection: Integrate SDP into your Al pipelines to inspect data streams in real-time and
prevent sensitive data from being logged or stored in insecure locations.

Data governance and compliance

Compliance certifications: Google Cloud adheres to numerous industry compliance standards and
certifications, including SOC 2, ISO 27001, HIPAA, and GDPR. Use compliance postures to help meet your own
regulatory requirements for data protection in Al.

Organizational Policies for enforced data residency: Google Cloud Organizational Policies allow you to
enforce constraints across your entire Google Cloud organization. You can use organization policies to restrict
the regions where users are allowed to create resources. This is a powerful tool for ensuring data residency
compliance across your organization.

For example, an organization policy can limit the physical location of a new resource in Google Cloud, which is
useful for meeting Al data residency requirements.

Automated metadata discovery and classification: Dataplex automatically discovers metadata for data
assets across various storage systems (e.g., Cloud Storage, BigQuery) and enriches it with built-in data
intelligence. This includes automated data classification to identify sensitive information, making it easier to
understand and manage data.

Centralized governance and policy enforcement: Dataplex enables teams to centrally define and manage
data governance policies, including access controls and data masking rules, across the entire data landscape.
By organizing Al-related data into logical domains you can apply consistent security and compliance policies to
ensure that data is accessed and used appropriately.
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Step 3: Implement robust network protection controls

Network protection is fundamental for securing Al resources in Google Cloud. By implementing strong network
controls, you can isolate your Al workloads, manage traffic flow, and prevent unauthorized network access. Google
Cloud provides a rich set of networking capabilities that, when properly configured, create a secure network
perimeter for your Al infrastructure. To establish robust network protection, consider these best practices:

Use network segmentation: Segment your network using Virtual Private Clouds (VPCs) and subnets to isolate
Al workloads from other resources and limit the impact of security breaches.

Implement firewall rules: Define and enforce firewall rules to control inbound and outbound traffic to your Al
workloads. Allow only necessary ports and protocols.

Use Google Private Access: Enable Private Google Access to allow your Al workloads to access Google APIs
and services without exposing them to the public internet.

Use VPN or Cloud Interconnect: Establish secure connections between your on-premises network and
Google Cloud using VPN or Cloud Interconnect for hybrid cloud scenarios.

Use Cloud Armor: Protect your Al workloads from distributed denial of service (DDoS) attacks and web-based
threats using Cloud Armor, a web application firewall (WAF). Cloud Armor provides advanced Distributed Denial-
of-Service (DDoS) protection and Web Application Firewall (WAF) capabilities, allowing you to define custom
security policies and use pre-configured rules to safeguard Al applications. Google Cloud Apigee protects
against DDoS attacks by providing rate limiting, traffic management policies, and threat detection capabilities
to control API traffic volume and identify malicious patterns before they overwhelm backend services.

Use Cloud NAT to secure and control outbound internet access: Cloud NAT provides secure and controlled
outbound internet access for Al resources within private subnets that require internet connectivity for specific
tasks without needing public IP addresses.

Implement egress control: Google Cloud NGFW controls network-level egress based on IP/port/FQDN with
threat prevention, while Cloud Secure Web Proxy (SWG) provides application-level (HTTP/HTTPS) control with
URL filtering and content inspection to manage and monitor Al application egress traffic.




Building a Secure Foundation to Protect Al Workloads in Google Cloud 8

Step 4: Define postures for Vertex Al Workbench instances

To enforce Vertex Al-specific posture policies that keep developers operating within centrally -defined guardrails,
use the Organization Policy Service and select from the following pre-defined postures:

Secure Al Essentials

Start with Google’s Secure Al Essentials posture, which helps to protect Gemini and Vertex Al resources without
requiring changes to specific controls. This pre-defined posture includes policies that implement the following
constraints:

« Prevents the creation of Vertex Al Workbench instances with the file download option enabled

« Prevents newly created Vertex Al Workbench user-managed notebooks and instances from enabling root
access

« Prevents the creation of Vertex Al Workbench instances with the terminal enabled

« Requires that newly created Vertex Al Workbench user-managed notebooks and instances have an automatic
upgrade schedule set

« Restricts public IP access to newly created Vertex Al Workbench notebooks and instances

Secure Al Extended

Additional posture management can be achieved by implementing the Secure Al Extended posture. This pre-defined
posture requires some policies to be customized so that they properly apply to specific customer environments. The
posture includes policies that implement the following constraints:

- Defines the modes of access allowed to Vertex Al Workbench notebooks and instances
« Prevents the creation of Vertex Al Workbench instances with the file download option enabled

« Prevents newly created Vertex Al Workbench user-managed notebooks and instances from enabling root
access

« Prevents the creation of Vertex Al Workbench instances with the terminal enabled

« Defines the VM and container image options a user can select when creating new Vertex Al Workbench
notebooks and instances where this constraint is enforced

« Requires that newly created Vertex Al Workbench user-managed notebooks and instances have an automatic
upgrade schedule set

« Restricts public IP access to newly created Vertex Al Workbench notebooks and instances

« Defines the VPC networks a user can select when creating new Vertex Al Workbench instances where
constraints are enforced

« Notebook Security Scanner, now available in preview, detects and provides remediation advice for
vulnerabilities introduced by open source software installed in managed notebooks.

Note: When Security Command Center is deployed in the Google Cloud environment, postures can be enhanced with
detective policy controls powered by Security Health Analytics. Detective controls are included for both Secure Al
Essentials and Secure Al Extended postures.
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Step 5: Implement effective logging for Al workloads

Cloud Logging should be used to aggregate logs from various Al system resources, possibly including Compute
Engine VM instances, Vertex Al services, Cloud Storage, and custom applications to monitor security, performance,
and reliability. Log sinks can be configured to export logs to Cloud Storage for long-term retention, or to BigQuery for
analysis.

Leveraging Vertex Al audit logs

Understanding the distinctions between audit log types allows fine-grained control over runtime security posture,
compliance efforts, and operational efficiency. It allows users to customize logging to specific requirements, meet
incident response time service-level objectives (SLOs), and proactively identify and mitigate threats.

« Admin Activity audit logs capture “admin write” operations that modify metadata or configuration information.
These logs are always enabled.

- Data Access audit logs capture “admin read” operations (reading metadata) and “data read/write” operations
(reading/writing user-provided data). These logs should be explicitly enabled.

Refer to the Vertex Al audit logging documentation for a detailed list of audited operations for each audit log type. It
provides details on:

+ Log structure, enabling analysis
- Specific audited actions, enabling monitoring by knowing what triggers each log type
« Log naming conventions that are structured for efficient retrieval

« Accurate service and resource identification (aiplatform.googleapis.com, audited_resource), facilitating proper
log interpretation

Be aware of the audit log format, including the LogEntry structure, AuditLog object, and service-specific information.
Understand how log names are structured, including the resource identifiers and audit log type. Note that Vertex Al
audit logs use the service name aiplatform.googleapis.com and the resource type audited resource.

Log retention and analysis

A log retention policy that meets your compliance and security requirements should be defined. BigQuery can be
used to analyze large volumes of log data and identify trends or anomalies. Log-based metrics can be used to create
dashboards and visualizations that provide insights into your Al workloads.

Accessing and managing logs

IAM permissions and roles related to accessing audit log data (e.g., Logs Viewer, Private Logs Viewer) should be
understood. The Logs Explorer in the Google Cloud Console, the Google Cloud CLI, or the Logging API can be used
to view and query audit logs.

Audit logs can be routed to supported destinations (Cloud Storage, BigQuery, Pub/Sub) for extended retention,
advanced analysis, or integration with other systems.
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Step 6: Secure the Al application

Al applications are diverse, encompassing everything from virtual assistants and recommendation systems to
autonomous vehicles and medical diagnosis tools. These systems can be broadly categorized based on their
capabilities (such as narrow, general, or superintelligent Al) and their underlying functionality (like reactive machines
or those with limited memory).

The major components underpinning these applications include:
- Data layer for storage and retrieval

« Al model layer encompassing algorithms for learning, reasoning, and prediction—often involving machine
learning, deep learning, or natural language processing

- Application layer that provides the user interface or integrates the Al capabilities into a specific product or
service

Leveraging Model Armor

Model Armor is a Google Cloud service that helps to secure LLM applications by detecting and protecting against
security and safety issues in prompts and responses. It can help mitigate threats like prompt injection, jailbreaks,
malicious URLs, and data theft, as well as the transmission of harmful content using various security and safety
filters. Model Armor can also protect LLM applications via a public API, which can be used by LLM applications
running on Google Cloud or other clouds.

Securing Al applications also requires strict governance and control of the LLM models allowed. Governance of
models used is important because shadow IT involving LLMs can pose additional risks, such as leakage of sensitive
data, introduction of security vulnerabilities (e.g., containing potentially malicious code or biases), compliance
violations, and unmanaged costs with the possible proliferation of unmanaged LLM deployments.

Model Armor deployment recommendations

1. Use Model Armor to protect both prompts and responses. A dual-stage approach is better able to identify and
mitigate potential threats.

2. The Prompt Injection / Jailbreak filter and the Responsible Al filter together provide a more comprehensive
analysis of inputs. The two should be combined during deployment to increase the rate of true positive
detections.

3. Leverage Sensitive Data Protection to inspect, redact, or block application-specific prompts and responses
(e.g., competitor block lists, source code detection, regex)

4. Use Model Armor’s floor setting at the organization, folder, or project level to set minimum runtime protection
for your Gen Al applications.

5. Create templates to define your application-specific guardrails, in addition to the floor settings.

Google Cloud Model Garden and Google Cloud Organization Policies offer a combined solution by providing a
controlled environment for discovering, deploying, and governing LLM deployments on Vertex Al, allowing
administrators to restrict the use of unauthorized models and enforce enterprise standards.
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